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Abstract

In pursuit of efficiency, we propose a new way to construct least squares estima-

tors, as the minimizers of an augmented objective function that takes explicitly into

account the variability of the error term and the resulting uncertainty, as well as the

possible existence of heteroskedasticity. We initially derive an infeasible estimator

which we then approximate using Ordinary Least Squares (OLS) residuals from a

first-step regression to obtain the feasible “HOLS” estimator. This estimator has

negligible bias, is consistent and outperforms OLS in terms of finite-sample Mean

Squared Error, but also in terms of asymptotic efficiency, under all skedastic sce-

narios, including homoskedasticity. Analogous efficiency gains are obtained for the

case of Instrumental Variables estimation. Theoretical results are accompanied by

simulations that support them.
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1 Introduction and motivation

In the context of linear regression and least squares (LS) estimation we face two unknown

entities: the coefficient vector and the error term. In order to proceed with estimation

and inference we usually make certain assumptions on the error term as regards its sta-

tistical properties, like having a zero mean, or a constant or not variance, and maybe a

distributional assumption. But least-squares estimation of the coefficient vector can and

usually does proceed without regard for the properties of the other unknown, the error

term, since least-squares is a mathematical approximation method that does not need

a statistical foundation (for the occasional conflicts this may create see Spanos 2010).

After estimation, the statistical properties of the error term co-determine the statistical

properties and qualities of the LS estimator, and so of statistical inference.

We can think of classical estimators as treasure hunters, with the treasure being the

true value of the coefficient vector: they may never lay their hands on it, but they keep

going at it while trying to clear the fog contaminating the clues about the location of

the treasure. And in our case, these clues are primarily the information in the sample,

and the “fog” is the uncertainty coming mainly from the other unknown, the error term.

It appears then, that executing the main step of the treasure hunt (estimation), without

somehow taking into account the uncertainty coming from the error term, is not the wisest

thing to do. It is a bit like taking at face value the ancient scroll containing the map to

the treasure, ignoring the possibility that those that drew the map may not have been

skilled cartographers after all.

Among the properties that characterize the error term, the variance stands out as

the main representative of the degree of uncertainty surrounding the available information.

And if the variance is a measure of dispersion of the realizations of the error term, the

phenomenon of heteroskedasticity reflects the existence of dispersion in the individual

dispersion rates, making the uncertainty we face multi-dimensional and much harder.

And yet, the approach that has prevailed in dealing with heteroskedasticity in least

squares estimation is the “heteroskedasticity-robust” OLS, which is a clear example of

ignoring the error term at the estimation step: we can obtain point estimates without

factoring in heteroskedasticity, which we subsequently take into account only for estimat-

ing the variance of the estimator. This is the approach initiated by White (1980), who,

as Romano and Wolf (2017) put it, “changed the game with one of the most influential

and widely-cited papers in econometrics”. MacKinnon (2013) offers a recent assessment

of how critical was the influence of this paper on theoretical advances in econometrics,

while it is also true that White’s approach has come to dominate empirical practice to the

extent that in many cases practitioners don’t even test for the existence of heteroskedastic-

ity but use “heteroskedasticity-robust” standard errors regardless. This has asymptotic

justification because the White variance-covariance matrix estimator is consistent and
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non-parametric, and it will converge to the true matrix whether we have conditional ho-

moskedasticity, unconditional heteroskedasticity, or heteroskedasticity conditional on the

regressors.

In contrast, and for the case of conditional heteroskedasticity, the Generalized LS

(GLS) and the Weighted LS (WLS) estimators are examples of estimators that attempt

to factor in heteroskedasticity at the estimation step, and let it affect the point estimates

themselves and not just the variance of the estimator. These approaches focus on condi-

tional heteroskedasticity, and they make efficiency gains compared to OLS by assuming a

parametric form of heteroskedasticity. This is also their main drawback and perhaps the

reason why the non-parametric approach of White has prevailed: if the heteroskedastic-

ity form is guessed wrongly, it will likely compromise all the desirable properties of the

estimator, finite-sample and asymptotic alike. But Romano and Wolf (2017), criticizing

White’s approach due to its unsatisfactory performance in “small to moderate samples”

as they write, propose to “resurrect WLS” by combining it with White’s method as fol-

lows: first, test for the presence of conditional heteroskedasticity. If the test indicates that

the phenomenon exists, use WLS together with heteroskedasticity-robust standard errors

(based on the WLS estimator). Chaudhuri (2019) presented another WLS estimator that

is robust to misspecification in the parametric form of heteroskedasticity, and provides

efficiency gains as long as there is heteroskedasticity. In the presence of homoskedasticity

it has the same variance as OLS.

The purpose of the present work is more general: we will construct a least squares

estimator that is forced, while it exploits the information in the sample, to also take into

account already at the estimation step the uncertainty due to the existence of the error

term, be it homoskedastic or heteroskedastic. We do this by augmenting the objective

function that the estimator minimizes. The additional term in the objective function

operates as a measure of the degree of heteroskedasticity, or, if heteroskedasticity is absent,

as a measure of the uncertainty surrounding the true value of the common error variance.

So this added term allows but does not impose heteroskedasticity, and neither does it

assume any particular form that heteroskedasticity may take, if it exists. In this way both

the estimates and the variance of the estimator are affected as in the GLS framework, but

at the same time we treat the existence of heteroskedasticity only as a possibility, and

then we do it non-parametrically as in White’s approach, shielding our estimator from the

consequences of any misspecification related to heteroskedasticity. As in the case of GLS,

we will too obtain an infeasible and a feasible estimator. But the price of feasibility will

only be a reduction (but not elimination) of the efficiency gains promised by the infeasible

estimator. The feasible estimator will still be consistent and asymptotically Normal,

and, importantly, it will dominate OLS in terms of finite-sample Mean Squared Error

(MSE) and of asymptotic efficiency, in all skedastic scenarios we will consider, including

homoskedasticity. Its Instrumental-Variables (IV) version will likewise dominate the 2SLS
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estimator. Moreover, its bias is negligible so gains in MSE essentially reflect pure gains

in variance-reduction.

We will brand the infeasible least squares estimator “PHLS” because it is the Pla-

tonic ideal that we can never reach (hence the “P”), and because it is engineered under

the spectre of heteroskedasticity (hence the “H”). We will call the feasible estimator

“HOLS”, because it depends on OLS for its construction and variance estimation.

The only partial precursor of our work that we were able to find in the literature is

Gourieroux, Monfort, and Renault (1996). They focus on the case of heteroskedasticity

conditional on the regressors, and through a different route they obtain some results that

we also arrived at. But their estimator is confined to work with symmetric error distri-

butions, while the HOLS estimator can accommodate error skewness. Also, they develop

a very general framework of Generalized Method of Moments (GMM) and IV estima-

tion that produces a rather complicated environment not very friendly for wide empirical

adoption. In contrast, the HOLS estimator is easily and transparently implemented. We

will discuss some more literature connections and comparisons once we have presented

our estimator so that the reader has a more concrete picture of what we are attempting

here.

The rest of the paper is structured as follows: in Section 2 we develop the model that

we will use and its assumptions, and we obtain the expression for the minimizer of the

augmented objective function. In Section 3 we derive the general form and the properties

of the PHLS and HOLS estimators. Section 4 examines, through theoretical results and

simulations, the efficiency gains for different skedastic scenarios : homoskedasticity and

heteroskedasticy conditional on the regressors, or simply conditional heteroskedasticity.

In Section 5 we determine how we can estimate consistently the HOLS variance-covariance

matrix, and we wrap-up by summarizing the simple HOLS implementation routine. Sec-

tion 6 develops the HOLS estimator in the presence of endogeneity and IV estimation,

including related simulations. Section 7 concludes. An on-line Appendix includes mathe-

matical derivations, details on and additional results from the Monte Carlo simulations, as

well as a separate section where the case of unconditional heteroskedasticity is examined.

2 Model setup and the augmented objective function

We consider the linear regression model,

y = Xβ + u, or yi = x′iβ + ui, i = 1, ..., n.

The column vectors y and u are n × 1, X is a n × (K + 1) matrix of regressors

including a constant, traditionally in the first column, and β is a (K + 1) × 1 vector.

Later we will consider also a centered regression setup, in which case the same symbols
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will denote variables centered on their sample means, the regressor matrix will not include

a constant, and the coefficient vector will be a K × 1 column vector. Lowercase symbols

represent either a vector or a single variable, something that should be clear from context.

We assume that each observation is independently distributed. Thus, we focus on a

cross-sectional setting, leaving the time-series/panel dimension as a topic for future work.

As regards the regressors, we make the additional assumptions that they form a

regression matrix of full rank, that they satisfy the Grenander conditions1, and that each

is identically distributed over i. Among other things, these imply that

plim(n−1X′X)−1 →p [E(xix
′
i)]
−1 ≡ Q−1 <∞.

For the error term we will use the notation σ2 ≡ E(u2), mk ≡ E(uk). A bar above

will indicate the limit of arithmetic averages of these moments. We make the following

assumptions related to it:

E (u) = 0, sup
i
E
(
|ui|6+δ

)
< M <∞, δ > 0.

The requirement that the 6th absolute moment of the error term exists and is fi-

nite is needed so that the limiting variance expressions that we will derive, as well as an

“efficiency parameter” that will emerge, exist and are finite. The additional requirement

that the supremum is bounded is needed in particular for the case of unconditional het-

eroskedasticity, because it is under this condition that the average of the error moments

(which at the limit is an infinite deterministic series) is finite:

sup
i
E
(
|ui|6+δ

)
< M =⇒ m̄k ≡ lim

(
n−1

n∑
i=1

E(uki )

)
< M <∞, k ≤ 6.

In relation to the asymptotic variance we define the limiting “White matrices”,

W2 ≡ plim

(
1

n

n∑
i=1

u2ixix
′
i

)
, W4 ≡ plim

(
1

n

n∑
i=1

u4ixix
′
i

)
, W6 ≡ plim

(
1

n

n∑
i=1

u6ixix
′
i

)
,

and we assume that they exist and are finite.

Henceforth, we will refer summarily to the above setup as “the maintained model”.

The condition related to the 6th absolute error moment appears to restrict the error

distributions that can be used since for example, if we want to allow for Student’s-t errors

we must assume integer degrees of freedom no less than seven under this assumption.

Still, we note that the existence of moments is largely a theoretical issue: Error terms are

assumed to have unbounded support mostly for convenience in mathematical derivations,

and most of the times it is this assumption together with certain distributions that may

1See e.g. Greene (2012, p.105)
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lead to the non-existence of moments. But any such distribution will acquire bounded

moments if we bound its support by truncating it imperceptibly, far into its tails, a

truncation that will not affect the estimation and inference results in any substantive

way.2 Hence, we do not consider this assumption restrictive in any way that matters in

empirical studies.

For the moment, we make no assumptions regarding the statistical association of

the error term with the regressors and in fact, we will consider different such assumptions

as the paper unfolds.

As mentioned, we want to construct a general-purpose least-squares estimator that

will take into account the variability of the error term, including the possible existence

of heteroskedasticity, in a direct way and not only as regards the estimator’s variance-

covariance matrix. We achieve this by augmenting the objective function with the sample

variance of u2i :

Hu ≡
1

n

n∑
i=1

(
u2i −

1

n

n∑
i=1

u2i

)2

=
1

n

n∑
i=1

u4i −

(
1

n

n∑
i=1

u2i

)2

.

The variability of the variance is a natural way to represent the “degree” or the

“intensity” of heteroskedasticity. The choice is also inspired by the Breusch and Pagan

(1979) test for conditional heteroskedasticity. The LM statistic of that test is a quadratic

form in the vector {u2i − n−1
∑n

i=1 u
2
i , i = 1, ..., n} (estimated from OLS residuals), and

the higher its value the more likely it is that the null hypothesis of homoskedasticity will

be rejected.

Suppose now that in reality, the error term is homoskedastic. Then we have Hu
p−→

m4 − σ4
u, which is the variance of the limiting distribution of

√
n (σ̂2

u − σ2
u), i.e. of the

sample variance from an i.i.d. sample. So if homoskedasticity is what actually holds in

the data, the quantity Hu reflects the uncertainty surrounding the common but unknown

error variance. We see therefore that Hu captures the phenomenon of error variability in

all skedastic cases, allowing for the possibility of heteroskedasticity of unknown form or

degree.

Turning to our optimization problem, perhaps the first thought would be to for-

mulate a constrained minimization task imposing some upper bound on the degree of

heteroskedasticity, in an attempt to force the least-squares estimator to smooth the het-

eroskedasticity effect. This would move our approach near the universe of Tikhonov reg-

ularization and its various incarnations in statistics. But such an approach would ignore

the fact that heteroskedasticity, if it exists, is a property of the data generating mecha-

nism and imposing an upper bound would be artificial. To avoid this we just allow for its

existence and at an unknown level (possibly zero) and we formulate a constrained mini-

2The truncated version of the flagship of distributions without moments, Cauchy, has been studied in
Nadarajah and Kotz (2006).
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mization problem with an equality constraint. We construct therefore our LS estimator

as the minimizer in the following problem:

min
β

1

2n

n∑
i=1

u2i s.t.
1

4n

n∑
i=1

(
u2i − n−1

n∑
i=1

u2i

)2

=
1

4
H̄u , (1)

for some fixed unknown value H̄u. The ui’s are treated as functions of β through the

regression expression (but we will take liberties with this relation, as we reveal in a

while). This leads to the Lagrangian, in canonical form,

Λ =
1

2n

n∑
i=1

u2i + λ

1

4
H̄u −

1

4n

n∑
i=1

(
u2i − n−1

n∑
i=1

u2i

)2
 , λ ∈ R,

where the Lagrange multiplier λ is not constrained to be non-negative (and we will see

that there are cases where its optimal value is negative). What is important to keep in

mind is that our goal is statistical, and not mathematical. What we ultimately want is

to obtain a consistent estimator with as low variance as possible. Therefore, even though

we will go through the motions of function minimization, we will eventually choose as

optimal that value of λ that minimizes the (asymptotic) variance of the estimator (given

consistency). This means that the actual and unknown value of H̄u plays no role here.

The above formulation of the objective function leads to an estimator that is in a

category of its own: it is not “Restricted/Inequality Restricted” Least Squares as the term

is used in the literature because the constraint is not related to the unknown parameters.

It is not “Regularized Least Squares” (Ridge regression, LASSO) because we neither

tweak the inverse regressor Gramian matrix nor do we impose an inequality constraint

on the coefficient vector. Also, it cannot be meaningfully formulated as Generalized

Method of Moments, because the constraint we impose does not have a pre-assigned

or estimated value: H̄u remains an unknown quantity, and since it enters additively in

a single constraint, it would not affect any “estimating equations” solution even if we

treated it as an unknown to be optimally determined.

One could question whether such an estimator is conceptually more valid than OLS,

or even if it is somehow misleading in a fundamental way. In what sense should we allow

the point estimates to be affected because heteroskedasticity may exist? Why should we

factor into the estimates the possible changes in the degree of heteroskedasticity? And,

in the homoskedastic case, why should the point estimates be affected because the error

variance is unknown and estimated with uncertainty?

The answer is that in this way we allow the estimator to take into account simulta-

neously the neighborhood of data-generating mechanisms surrounding the homoskedastic

case. We don’t really know whether heteroskedasticity exists, and if it exists, we don’t
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really know its form or its intensity. The PHLS and HOLS estimators take these un-

certainties into account, although without estimating heteroskedasticity per se. In the

homoskedastic case, the estimators are forced to recognize the uncertainty in the estima-

tion, something that makes them an inherently statistical tool rather than a mathematical

approximation method that is coated with statistical properties.

Omitting terms that do not affect the first-order conditions from the Lagrangian,

this least squares estimator can be derived as

β̂ = arg min

1

2

n∑
i=1

u2i −
λ

4

n∑
i=1

(
u2i − n−1

n∑
i=1

u2i

)2
 . (2)

From a mathematical point of view, this minimization problem has a convex objective

function but its equality constraint is not affine and so this is not a standard convex opti-

mization problem. It appears, then, that we should also look at the general second-order

conditions for a minimum, namely that the principal minors of the bordered Hessian are all

negative. But, again given our statistical interests, it is really of no consequence whether

the stationary point of the above problem actually minimizes the objective function, as

long as our goal of reduced variance subject to consistency is accomplished.

Calculating the first-order condition, we obtain (see Appendix A.1),

β̂ = (X′X)
−1

X′y − λ

[
1 + λ

(
n−1

n∑
i=1

u2i

)]−1
(X′X)

−1
X′u(3),

where u(3) denotes the Hadamard matrix product (element-by-element multiplication),

i.e. it is a vector that holds the 3d power of each element of u. Moreover, we set for

compactness

λ

[
1 + λ

(
n−1

n∑
i=1

u2i

)]−1
≡ αn

p−→ α <∞.

The limit α exists because if the error term is homoskedastic it becomes i.i.d. and

hence ergodic, while if it is unconditionally heteroskedastic, the Weak LLN holds for the

sample average of u2i ’s since the 4th moment is assumed to exist and be bounded. We

will henceforth occupy ourselves with the efficiency parameter αn and its plim α rather

than with λ, since this is more pertinent to our statistical aims here. Then,

β̂ = (X′X)
−1

X′y − αn (X′X)
−1

X′u(3). (3)

From a strict mathematical point of view, eq.(3) is an implicit one in β: up to now

we have treated u as a function of β, so isn’t β present also in the right-hand side of the

expression through u(3)? Here too, our statistical interests take priority: we can indeed
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treat it as an implicit equation, and form a GMM-like estimation method to obtain β̂.3

But we can also legitimately “stop” at eq.(3), we can take this liberty, and then consider

ways to approximate/estimate u(3) by some other estimator. This is exactly what we

will do, and so eq.(3) forms the base of both the infeasible PHLS and the feasible HOLS

estimators that we present in the next section.

3 The PHLS and HOLS estimators and their prop-

erties

3.1 The PHLS estimator

We have called αn and its plim α the “efficiency parameter” hinting that it will be set so

as to minimize the variance of the estimator. As we will see in a while we are referring to

the variance of the asymptotic distribution, and the optimal value will be a function of

the unconditional moments of the true error term. Denote this optimal value α∗P . Then

we define the PHLS estimator as

β̂PHLS = (X′X)
−1

X′y − α∗P (X′X)
−1

X′u(3). (4)

This estimator is infeasible on two counts: we do not know α∗P because it depends

on the true moments of the error term, and of course we do not know u(3). But it is our

ideal estimator, and it is important to examine its properties. We consider two subcases

related to the conditional symmetry or not of the error term.

3.1.1 Maintained model with symmetric error term.

We accommodate here models where the error term is specified as being symmetric around

zero. We consider the following alternative assumptions:

Assumption A1. The regressors are orthogonal to the error term, and the 3rd

power of the error term is symmetric around zero conditional on the regressors: E (xiui) =

0, E
(
u(3) | X

)
= 0.

The reason why we assume E
(
u(3) | X

)
= 0 and not directly the weaker E (xiu

3
i ) =

0, is because the former condition has intuitive appeal, while the orthogonality of the

regressors with the 3rd power of the error term appears in comparison artificial.

Assumption A2. The regressors are strictly exogenous to the error term, and

the 3rd power of the error term is symmetric around zero conditional on the regressors:

E (u | X) = 0, E
(
u(3) | X

)
= 0.

3In fact we implemented this approach, and found that, although the estimator obtained thus is
asymptotically equivalent to HOLS, it performed visibly worse in small samples.
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Then we have the following result:

Theorem 1. Under the maintained model and assumption A1, the PHLS estimator

is consistent and asymptotically Normal. If we strengthen assumption A1 to A2, it is also

unbiased. These results hold for any skedastic assumption.

Proof. With an obvious manipulation, write the estimator as

β̂PHLS − β = (X′X)
−1

X′u − α∗P (X′X)
−1

X′u(3).

Unbiasedness. We require

E
[
β̂PHLS

]
− β = E

[
(X′X)

−1
X′u − α∗P (X′X)

−1
X′u(3)

]
= 0

⇒ E
(
u− α∗Pu(3) | X

)
= 0 ⇒ E (u | X) = E

(
u(3) | X

)
= 0.

This is Assumption A2, and the result holds under any skedastic scenario.

Consistency. We require

β̂PHLS − β =
(
n−1X′X

)−1( 1

n
X′u

)
− α∗P

(
n−1X′X

)−1( 1

n
X′u(3)

)
p−→ 0

⇒ Q−1plim

(
1

n
X′u

)
− α∗PQ−1plim

(
1

n
X′u(3)

)
= 0.

The probability limits converge to the corresponding expected values, and under

Assumption A1, the above condition holds, again under any skedastic scenario.

Asymptotic distribution. The random vector for the limiting distribution is

defined by
√
n
(
β̂PHLS − β

)
− Q−1

(
1√
n

X′
(
u− α∗Pu(3)

))
−→p0.

The assumptions of the maintained model provide most of the needed results here:

the Grenander conditions guarantee the existence of the probability limit of the inverse

regressor moment matrix. The assumption that the 6th error moment is bounded, to-

gether with the existence of the White matrices, guarantee that the asymptotic variance

exists and is finite, under all skedastic assumptions. Finally, consistency implies that the

limiting random vector has zero mean. The vector then satisfies a classical multivariate

Central Limit Theorem, converging to a multivariate Normal distribution. This completes

the proof of Theorem 1.

Asymptotic variance. Using the White matrices and under consistency, the (op-
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timized) variance of the limiting distribution is (see Appendix A.2.1),

Avar∗
(
β̂PHLS

)
= Q−1[W2 − 2α∗PW4 + (α∗P )2 W6]Q

−1. (5)

where we wrote for economy Avar
(
β̂PHLS

)
≡ Avar

[√
n
(
β̂PHLS − β

)]
, a notational

convention that we will follow throughout. The matrix expression in brackets is the prob-

ability limit plimn−1X′
(
u− αu(3)

) (
u− αu(3)

)′
X, optimized for the efficiency parameter.

The expression and the value of α∗P will be different under different skedastic scenarios,

and we will derive them in the section where we examine the efficiency gains of the esti-

mator.

Discussion. The distinguishing assumption here is E (u3i | X) = 0 and implies

E (u3i ) = 0. While there is an infinite number of distributions that have zero third moment

but are not symmetric around zero (for example one can construct one using a mixture

model), admittedly such a condition would almost reflexively signal a symmetric error

distribution, and this is not a negligible restriction: skewed residual/error distributions

are not an infrequent phenomenon in applied practice, even though a lot of theoretical

work is based on symmetric distributions.

The (apparent) necessity of the assumption E (u3i | X) = 0, is that it guarantees

consistency under conditional heteroskedasticity. If the 2nd conditional moment of the

error term is a function of the regressors, E (u2i | xi) = v (xi), so will in general be the

conditional 3rd moment, E (u3i | xi) = h (xi), except if it is zero. So with skewed error and

conditional heteroskedasticity present, it appears we would have no basis to claim that

E (u3ixi) = 0, and so no basis to claim that PHLS is consistent. This restriction to a zero

third moment for the case of conditional heteroskedasticity is also present in Gourieroux

et al. (1996), and Romano and Wolf (2017) make a critical note about it, indicating that

it is almost unavoidably interpreted as an error symmetry assumption.

But there is another way to guarantee consistency of the estimator, even under

conditional heteroskedasticity together with a skewed error term.

3.1.2 Centered maintained model with skewed error term.

Here the maintained model is centered, namely, the regressors and the dependent variable

are centered on their sample means (we center also the latter in order to have available

the results for centered regression from the Frisch-Waugh-Lovell theorem). We make the

following assumption:

Assumption A3. E (X | u) = 0.

By the law of iterated expectations (or the “tower property” of conditional expec-

tation), this assumption leads to E (X) = 0, and this is why it can be made only in

connection to a centered sample. Then we have:
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Theorem 2. Under the centered maintained model and assumption A3, the PHLS

estimator is consistent and asymptotically Normal, with the same limiting variance as

under Theorem 1. These results hold for any skedastic and any skewness assumption for

the error term.

Proof. By the tower property, E (X | u) = 0 =⇒ E (xig(ui)) = 0 for any mea-

surable function g(·) of the error term (including the identity function). Then by going

through the steps of the proof for Theorem 1 and applying assumption A3, it is easily

seen that the requirements for consistency will be satisfied even when the error term is

skewed and even when the error term is heteroskedastic conditional on the regressors.

This happens because, while E (X | u) = 0 implies E (xiu
2
i ) = E (xiu

3
i ) = 0, it can coexist

with E (u2i | xi) = v (xi) , E (u3i | xi) = h (xi) and E(u3i ) 6= 0, which would reflect condi-

tional heteroskedasticity together with error skewness that is conditionally varying and

unconditionally non-zero (or “heteroclitic’ –a terminology going back to Karl Pearson).

We likewise obtain asymptotic Normality with the same limiting variance expression as

before.

Discussion. This coexistence of properties imposes a restriction: it impliesE(xiv(xi)) =

E(xih(xi)) = 0, because

E
[
xiE(u2i | xi)

]
= E

[
E(xiu

2
i | xi)

]
= E(xiu

2
i ) = E

[
E(xiu

2
i | ui)

]
= E

[
u2iE(xi | ui)

]
= 0,

and an analogous result holds for the case of E (u3i | xi). This constrains the functional

forms that the conditional skedastic and skewness functions may take –but this is of no

concern to us, since we treat the possible higher-order dependence between regressors and

the error term non-parametrically.

Intuitively, assumption A3, E(X | u) = 0, implies that the deviations of the re-

gressors from their sample mean are independent from the error term, an assumption no

stricter than the familiar E (u | X) = 0. But the former does not necessarily imply the

latter, and this is why we do not claim unbiasedness here.

We also note that under assumption A3, consistency will be preserved even under

E (u3i ) 6= E
(
u3j
)
, i 6= j, i.e. when we have an unconditionally heteroclitic error.

3.1.3 General approximation to the PHLS estimator.

All the above results relate to an infeasible estimator. Assume that we have available an

estimator b that is consistent. Then the general feasible approximation to PHLS using

this estimator is (see Appendix A.2.2)
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β̂(b)− β =
(
1
n
X′X

)−1 ( 1
n
X′
(
u− α̂∗b û

(3)
b

))
, (6)

and the corresponding asymptotic vector is expressed through

√
n
(
β̂(b)− β

)
−
[√

n
(
β̂PHLS − β

)
+ 3α∗bQ

−1W2

(√
n (b− β)

) ]
−→p 0. (7)

In the next section we present one such approximation, by setting b = OLS, which

we call “HOLS”.

3.2 The HOLS estimator

To arrive at the HOLS estimator we estimate an OLS regression and plug the OLS resid-

uals in the right-hand-side of eq.(4) as an approximation to the true errors. We will also

use the OLS residuals to estimate the optimal efficiency parameter which will be denoted

α∗H . We changed the subscript because the expression for α∗H will prove to be different

from the expression for α∗P . This should be expected from (7) that tells us that the

asymptotic variance of the HOLS estimator will differ from the asymptotic variance of its

ideal counterpart.

The HOLS estimator is therefore defined as

β̂HOLS = (X′X)
−1

X′y − α̂∗H (X′X)
−1

X′ û
(3)
OLS . (8)

Note that X′ û
(3)
OLS 6= 0, so the estimator is meaningful to compute. As before, the

optimal value of the efficiency parameter depends on the skedastic assumption and we

will derive its various expressions in the section where we examine efficiency gains under

different such scenarios. We can also write as before

β̂HOLS − β = (X′X)
−1

X′u − α̂∗H (X′X)
−1

X′ û
(3)
OLS . (9)

As regards its main properties, we have

Theorem 3. The HOLS estimator will be biased, consistent and asymptotically

Normal, under either the maintained model and assumptions A1 or A2, or under the cen-

tered maintained model and assumption A3, for all skedastic and skewness assumptions

these frameworks allow.

Proof.

Biasedness. This estimator is biased since for unbiasedness we would need,

E
[
β̂HOLS

]
− β = 0⇒ E (u |X) = E

(
α̂∗H û

(3)
OLS |X

)
= 0.
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Under neither of the three setups can we say that this will hold, since the term

α̂∗H û
(3)
OLS will be a non-linear function of the true errors. This means that we must assess

the performance of the HOLS estimator in finite samples in terms of Mean Squared Error

(MSE) also. Loss of unbiasedness is the first price we pay because we can only approxi-

mate the ideal estimator PHLS. But we will present simulation evidence that the bias is

negligible even for small samples.

Consistency. Given the maintained model, consistency of the HOLS estimator

requires

plim

(
1

n
X′u

)
= plim α̂∗H

(
1

n
X′ û

(3)
OLS

)
= 0 =⇒ E(xiui) = (plim α̂∗H) · E(xiu

3
i ) = 0.

Under any one of the maintained model variants, the above condition is satisfied:

all imply that regressors are orthogonal to the error term, that the probability limit of

α̂∗H is finite, and that the OLS residuals converge to the true errors. The continuity of

the power function implies û
(3)
OLS →p u

(3) that in turn activates the assumptions related

to the 3rd error moment.

Asymptotic Normality.

In order to show that HOLS is asymptotically Normal, we write it using the asymp-

totic vector of the general approximation to PHLS, eq (7):

√
n
(
β̂HOLS − β

)
−
[√

n
(
β̂PHLS − β

)
+ 3αQ−1W2

(√
n
(
β̂OLS − β

)) ]
−→p 0. (10)

Both PHLS and OLS are asymptotically Normal, but they are not independent.

The linear combination of the elements of OLS present in (10) is also Normal. So at

the limit, HOLS is the sum of two dependent Normal random vectors. In principle, the

existence of dependence may prevent the sum from being Normal. Still, by applying the

Cramér-Wold theorem (or “device”), see for example Lehmann (1999, p. 284), we can

show that any non-zero linear combination of their elements together is also Normal, so

multivariate Normality holds. This completes the proof of Theorem 3. We note that

the existence of a limiting distribution together with consistency, implies that HOLS is

asymptotically unbiased.4 As mentioned above, simulation evidence indicates that this

asymptotic property starts to materialize early, even in small samples.

Asymptotic Variance. To obtain the asymptotic variance, we rearrange the

asymptotic vector (for non-optimized efficiency parameter) into

4The concept is here defined as having an asymptotic distribution with zero mean, rather than in
relation to the convergence of the moment sequence, see Lehmann and Casella (1998, p.438).
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√
n
(
β̂HOLS − β

)
−
[
Q−1

(
I + 3αHW2Q

−1) (n−1/2X′u)− αHQ−1
(
n−1/2X′u(3)

) ]
−→p 0.

(11)

Here I is the identity matrix, either K × K or (K + 1) × (K + 1), depending on

whether we have centered the sample or not. By direct computation of variances and the

covariance (see Appendix A.3) we obtain the (non-optimized) asymptotic variance as

Avar
(
β̂HOLS

)
= Q−1 [W2 − 2αH (W4 − 3W2Q

−1W2)

+ α2
H (W6 − 6W4Q

−1W2 + 9W2Q
−1W2Q

−1W2)] Q−1 .

(12)

This is the general expression for any skedastic scenario, and the whole variance

expression will take more specific forms depending on the skedastic assumption.

Discussion. From eq. (12) it is clear that HOLS will become OLS at the limit only

if the optimal efficiency parameter αH turns out to be equal to zero. We will see that

there exists a single such case.

By adopting the centered maintained model and the assumption E (X|u) = 0, HOLS

on a centered sample will be consistent and asymptotically Normal under any skedastic

assumption and any skewness assumption for the error term, providing high flexibility in

accommodating real-world data samples. Certainly, by centering the sample we cannot

estimate a constant term. But we can always use the OLS estimate for it from the

uncentered sample. Therefore, a second “price to pay” for the consistency and flexibility

of the HOLS estimator, is the absence of efficiency gains related to the estimate of the

constant term, hardly a heavy one. If our sample indicates that we can accept a symmetric

error term, then HOLS will be able to consistently estimate the constant term also.

This concludes the general derivation and presentation of the PHLS and the HOLS

estimators. In summary, the feasible estimator satisfies an approximated stationary point

of an augmented “least-squares” objective function, and it is then optimized with respect

to an efficiency parameter in order to minimize its asymptotic variance. It is consistent

and asymptotically Normal, and it can accommodate heteroskedasticity of any form as

well as non-zero skewness in the error distribution.

We turn now to examine different skedastic assumptions, and assess the performance

of our estimators against OLS.
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4 Efficiency gains

4.1 The case of homoskedasticity

Here we assume that the error term is conditionally homoskedastic, and so also uncon-

ditionally, and in general identically distributed symmetrically around zero: the classical

model. We can also extend the model by allowing for non-zero error skewness, using the

centered maintained model. For the case of homoskedasticity we will also examine the

asymptotic efficiency gains from the infeasible estimator PHLS.

4.1.1 The variance of the PHLS estimator

Under homoskedasticity we have (see Appendix A.4.1), W2 = σ2
uQ, W4 = m4Q, W6 =

m6Q. This simplifies the variance expression eq.(5) to

Avar
(
β̂PHLS

)
=
(
σ2
u − 2α∗Pm4 + (α∗P )2m6

)
Q−1. (13)

To determine what the optimal value is for the efficiency parameter, we minimize eq.(13)

with respect to αP and we obtain

α∗P =
m4

m6

=
σ4
u (γ2 + 3)

m6

, (14)

where γ2 = m4/σ
4
u− 3 is the excess kurtosis coefficient of the error term. For the optimal

α∗P the asymptotic variance becomes

Avar∗
(
β̂PHLS

)
=

(
σ2
u −

m2
4

m6

)
Q−1 =

(
1 − σ6

u (γ2 + 3)2

m6

)
σ2
uQ
−1 . (15)

This is certainly smaller than the variance of the OLS estimator σ2
uQ
−1, and the actual

reduction will depend on the distribution and the moments of the error term. Note that

since γ2 ≥ −2 for any distribution, α∗P > 0 always and also, we will have efficiency gains

irrespective of the distribution of the error term (including the case of Normality). We

will provide in a while the efficiency gains for representative distributions.

By the Cauchy-Schwarz inequality we have,

[
E
(
uu3
)]2

< E
(
u2
)
E
[(
u3
)2]⇒ [

E
(
u4
)]2

< E
(
u2
)
E
(
u6
)
⇒ m2

4 < σ2
um6.

Strict inequality applies because u and u3 are not related by an affine function. This

shows that the term in parenthesis in eq. (15) is always strictly positive and so we have

a proper variance expression.
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4.1.2 Optimizing the variance of the HOLS estimator

Adjusting eq.(11) for the case of homoskedasticity, the asymptotic vector to which the

HOLS estimator converges is defined through

√
n
(
β̂HOLS − β

)
−Q−1

[(
1 + 3αHσ

2
u

) (
n−1/2X′u

)
− αH

(
n−1/2X′u(3)

)]
−→p 0.

Its variance is (see Appendix A.4.2)

Avar
(
β̂HOLS

)
=
[
σ2
u − 2σ4

uγ2αH +
(
m6 − 3σ6

u (2γ2 + 3)
)
α2
H

]
Q−1. (16)

Minimizing the expression with respect to αH we obtain

α∗H =
σ4
uγ2

m6 − 3σ6
u (2γ2 + 3)

. (17)

We see immediately that if excess kurtosis of the error term is zero then the optimal

efficiency factor is also zero and the best HOLS can do in such a case is to become OLS. So,

in contrast to the infeasible PHLS estimator, under Homoskedastic Normality the HOLS

estimator does not outperform OLS in terms of efficiency, although it has the wisdom

to realize that and to become OLS. This is a result arrived at also by Gourieroux et al.

(1996), see their section 4.3. Still, the case of zero excess kurtosis is the only exception

to the rule of efficiency gains. Inserting eq.(17) into eq.(16), the optimized asymptotic

variance is

Avar∗
(
β̂HOLS

)
=

(
1 − σ6

uγ
2
2

m6 − 3σ6
u (2γ2 + 3)

)
σ2
uQ
−1. (18)

Based on the Cauchy-Schwarz inequality and a little algebra one can verify that m6−
3σ6

u (2γ2 + 3) > σ6
uγ

2
2 > 0 . From this, we have that the expression inside the parenthesis

in eq.(18) is strictly positive, and again we have a proper variance expression. But also,

that the denominator in eq.(17) is always positive and so that if excess kurtosis is negative

(platykurtic distributions) the optimal efficiency parameter will be negative too. Looking

back at the original minimization problem and its Lagrangian, eq.(1), this means that with

platykurtic distributions the statistically optimal Lagrange multiplier will be negative (in

contrast to the optimal efficiency parameter for the infeasible PHLS estimator which is

always positive as we found earlier). Examples of well-known platykurtic distributions

in econometrics are the Uniform, and the Bernoulli/Binomial for a large interval of the

probability parameter values, roughly for p ∈ (0.21, 0.79). Although these distributions

are not usually assumed in regression models, what matters is whether they do exist in

the data. As regards implementation of the HOLS estimator, we can consistently estimate

α∗H using the powers of OLS residuals,

α̂∗H =
m̂4 − 3σ̂4

u

m̂6 + 9σ̂6
u − 6σ̂2

um̂4

. (19)
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4.1.3 Asymptotic gains.

We present in Table 1 the asymptotic efficiency gains of the PHLS and HOLS estima-

tors for four symmetric error distributions: the Uniform, the Normal, the Logistic and

the Laplace (calculations are in Appendix A.4.3). We have included the Uniform as an

example of a platykurtic distribution, and to also reveal more clearly the link between

efficiency gains and excess kurtosis.

Table 1: Asymptotic variance of the PHLS and HOLS estimators as a fraction of OLS
variance, for homoskedastic error distributions.

Error Distribution
Variance

σ2
u

Excess

Kurtosis
PHLS HOLS

Uniform U (−c, c) c2/3 −1.2 0.16 0.30

Normal N (0, σ2) σ2 0 0.40 1

Logistic Λ (0, ω) π2ω2/3 1.2 0.56 0.94

Laplace L (0, ω) 2ω2 3 0.60 0.86

We see that in the Classical Linear Normal Regression model where heteroskedas-

ticity is absent, the (infeasible) PHLS estimator has 60% lower asymptotic variance than

the OLS estimator, a huge reduction. Large efficiency gains exist also for the leptokurtic

distributions (no less than 40%), and they become rather dizzying for the platykurtic

distribution in the collection (a reduction of 84%). The feasible HOLS estimator per-

forms much less impressively, but still offers efficiency gains, except, as expected, in the

Normality case.

As regards how the efficiency gains relate to excess kurtosis, here too the estimators

behave differently: The efficiency gains of the PHLS estimator have a monotonic relation

with excess kurtosis, taking also into account its sign: the smaller and negative excess

kurtosis is, the higher the efficiency gains. In contrast, the efficiency gains of the HOLS

estimator increase with the absolute value of excess kurtosis, although they too are much

higher for platykurtic error distributions than for leptokurtic ones that have the same

excess kurtosis in absolute terms (compare its gains for the Uniform and Logistic cases).

The much higher efficiency gains of the infeasible PHLS estimator compared to the feasible

HOLS appears to be a déjà-vu from the case of GLS and Feasible GLS estimators. But,

here, the reduction of efficiency gains can be computed and it does not jeopardize the

consistency of the HOLS estimator.

Discussion. Now that we have showed that our estimators outperform OLS in

efficiency terms even asymptotically, and in the case of homoskedasticity, it is time to

revisit their foundations and clarify the source of their superior efficiency performance.
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First, we stress again the fact that we do not have a GMM-like over-identified system here,

where the additional restrictions are known to lead to efficiency gains. The constraint

that we incorporated in the initial objective function does not impose any restriction on

the estimator because the actual value of Hu remains free to vary.

This also clarifies that the HOLS estimator is not some variant of shrinkage esti-

mators, which were introduced by Stein (1956) and James and Stein (1961), and were

the first to successfully challenge OLS in terms of estimation Risk and MSE. Initially

the idea was to “shrink” the estimated coefficient vector towards zero in order to improve

efficiency, but they have since been extended towards other shrinkage directions, and they

also include estimators that are weighted averages of other estimators. In this variant they

appear closer to our work here. One such example can be found in Judge and Mittel-

hammer (2004), where they examine an optimal convex combination of OLS and another

biased estimator, the shrinkage being towards the latter. In that work too, there exists

an efficiency parameter that is to be optimized in order to obtain a lower MSE than that

of OLS. But their composite estimator is designed in such a way so as to become OLS

at the limit, making it a useful tool only for rather small samples. In contrast, HOLS,

while consistent, retains a different asymptotic distribution from OLS and offers efficiency

gains also at the limit. Another example is Hansen (2016), who constructed shrinkage

estimators as a convex combination of the maximum likelihood estimator and one among

various restricted estimators, where the shrinkage is towards a restricted parameter space.

The common theme is the imposition of some kind of direct or indirect restriction on the

unknown coefficient vector, which perhaps unsurprisingly provides efficiency gains since it

reduces the search area for the estimator. In contrast, our approach expands the view of

the estimator, not as regards the unknown coefficient vector, but by forcing it to consider

directly the uncertainty surrounding estimation, and the possibly different data generat-

ing mechanisms. And this proves to make the estimator “more certain and confident” in

what it has to tell us, since the estimator variance measures the doubt in its voice.

Another recent approach that has some similarities in spirit with our approach

is the “mean-variance” method of Spady and Stouli (2019). To quote, their method

“incorporates information from the second conditional moment in the determination of the

first conditional moment parameters”, which is analogous with what we do. Their method

offers efficiency gains compared to OLS in the presence of conditional heteroskedasticity,

but under homoskedasticity the variance of their estimator becomes equal to the OLS

variance. Our estimators provide efficiency gains even with homoskedastic errors.

It is illuminating at this point to contrast how the PHLS and HOLS estimators are

constructed compared to the GLS estimator. The GLS estimator, faced with a sample

with a non-spherical error vector, transforms multiplicatively all components of the sample

so as to make the error term homoskedastic, and then applies OLS on the transformed

sample. Moreover, Normality survives the GLS transformation. So by the Gauss-Markov
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theorem GLS is Best Linear Unbiased if the error term is not Normal, and, by the result

of Rao (1973, p. 318-319), it is best in the class of all unbiased estimators if the error is

Normal.

Consider now PHLS. It can be written as

β̂PHLS = (X′X)
−1

X′yP , yP = y − α∗Pu(3). (20)

So PHLS also is an OLS estimator on a transformed sample, {X, yp}. But the differ-

ences with what GLS does are many: first, our method does not require the existence of

heteroskedasticity to produce efficiency gains while GLS is effective only if heteroskedas-

ticity is present; second, we transform only the dependent variable, and additively so;

finally, in our method Normality does not survive the transformation: even if u is Nor-

mal and so the distribution of y conditional on the regressors is Normal, yp cannot be

distributed Normal anymore.

One way to describe our procedure, is that we perturb the original dependent vari-

able and move to a dependent variable that has the same “systematic part” Xβ with the

original one, but lower variance, and this is how we get our efficiency gains. Or, viewing

it yet from another angle, we take the same systematic part Xβ and we perturb it by a

different error term, ũ = u−αu(3) that can be made to have lower variance than u through

the efficiency parameter. Note that since PHLS is unbiased and OLS on the transformed

sample, it is minimum-variance in the class of linear unbiased estimators for this sample

(“linear” in the sense of being a linear function of the dependent variable yp).

Consider next the HOLS estimator. Denoting M = I − X (X′X)−1 X′, we have that

ûOLS = My, and so we can write the estimator as

β̂HOLS = (X′X)
−1

X′
(
y − α̂∗H (My)(3)

)
. (21)

Here we see that the HOLS estimator can be written as a non-linear estimator on

the original sample, and we can say that it obtains its efficiency gains against the linear

OLS through this non-linearity route. Note that HOLS obeys the same (asymptotic)

Cramér-Rao bound, because it is unbiased asymptotically. This clarifies why, in the case

of homoskedastic Normality, HOLS cannot outperform OLS.

We presented efficiency gains from the infeasible PHLS estimator in order to show

what we can aspire to enjoy. From here on, we will focus solely on the feasible HOLS

estimator, to learn what we can achieve by the specific way of approximating PHLS,

starting from simulation evidence related to MSE under homoskedasticity.

20



4.1.4 Simulated Mean-Squared Error performance.

Since the HOLS estimator is biased in finite samples, of importance is its performance in

terms of finite-sample MSE that takes into account also the bias. We present here our

first simulated results (more details are to be found in Appendix B). The set up is as

follows: we consider the data generating mechanism

yi = β0 + β1x1i + β2x2i + ui, i = 1, ..., n .

The two stochastic regressors are correlated and independent of the error term, and the

observations in each sample are i.i.d. For each error specification and each sample size we

run 10,000 replications. We report the MSE of the HOLS estimator as a fraction of the

MSE of the OLS estimator. The MSE is obtained as the sum of variances plus the sum

of squared biases of all the coefficient estimates. Note that the variances and means used

are the sample moments of the empirical distributions of the estimates. Namely, from

each simulation we use only the point estimates to compute moments (the finite-sample

estimation of the HOLS variance-covariance matrix is examined in a later section).

Table 2 contains results for the four symmetric error distributions of Table 1. Since

the error term is symmetric we do not need to center the sample in the second estimation

stage for HOLS estimation.

Table 2: Sample MSE of HOLS estimator as a fraction of OLS-MSE for symmetric ho-
moskedastic error distributions. Uncentered regressions.

n U N Λ L

50 0.56 1.06 1.00 0.86

100 0.44 1.03 0.96 0.82

200 0.37 1.02 0.94 0.82

500 0.32 1.01 0.94 0.83

1000 0.31 1.00 0.93 0.83

2500 0.31 1.00 0.93 0.84

5000 0.30 1.00 0.94 0.85

The table verifies the theoretical results as regards the MSE/variance improvements

anticipated from Table 1. We also see that the HOLS estimator recognizes rather quickly
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that the error term has zero excess kurtosis when this is the case (Normality), and the

loss of efficiency is small and virtually disappears for sample sizes higher than 200.

We have also examined the bias of the HOLS estimator for the regression coefficients.

We computed the absolute bias as a percentage of each absolute true value and then took

the average. It was negligible, being below 1% in almost all cases. This should not surprise

us since the term that induces the bias, the efficiency parameter, includes a sample mean

that eliminates most of the stochastic variability. So the bias of the estimator is not a

worry in practice. We also note that there is no systematic direction of the bias. The

detailed bias results are presented in Appendix B.1.

In Table 3 we present simulation results when the error term is homoskedastic but

skewed. We examine two distributional choices, the Skew-Normal (see Azzalini and Capi-

tanio, 2014), and the Asymmetric Laplace (as defined in Kotz, Kozubowski, and Podgorski

2001, Proposition 3.1.2, p.137). Here too the error distributions are centered and scaled to

have zero mean and unitary variance. In the Skew-Normal case, the skewness coefficient

is γ1 ≈ 0.40, while the excess kurtosis coefficient is γ2 ≈ 0.26. In the Asymmetric Laplace

case, we have γ1 ≈ 1.97, γ2 ≈ 5.9.

Table 3: Sample MSE / Variance of HOLS estimator as a fraction of OLS for skewed
homoskedastic error distributions.

SKEW NORMAL Asymmetric LAPLACE

n Uncentered regr.

MSE

Uncentered regr.

MSE

Uncentered regr.

Variance only

Centered regr.

MSE

50 1.06 0.80 0.78 0.77

100 1.03 0.82 0.76 0.75

200 1.01 0.87 0.77 0.76

500 1.01 0.98 0.79 0.78

1000 1.01 1.10 0.81 0.79

2500 1.01 1.41 0.83 0.81

5000 1.02 1.88 0.86 0.82

For the Skew-Normal specification, we run only uncentered regressions, and so the

existence of skewness creates inconsistency and bias, even asymptotically. But we see that

the behavior of MSE closely resembles the Normal case. The reason is that the excess

kurtosis is small and so the distribution resembles the Normal, and this dominates the
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skewness which creates the bias.

In the case of the Asymmetric Laplace distribution where both skewness and kurtosis

are high, we run both centered and uncentered regressions, and in the second case we re-

port also comparisons as regards the variance, where we ignore the bias. We see that in the

uncentered regression eventually the bias dominates MSE, even though the HOLS estima-

tor has lower variance than OLS. We note that the bias eventually comes from the constant

term alone. This is anticipated from the theory, as long as the error term has constant

skew, because the bias relates to the term α
(
1
n
X′X

)−1 ( 1
n
X′u(3)

)
. With non-zero constant

error skew and independence between the error term and the regressors, as is the simula-

tion scenario, we have α
(
1
n
X′X

)−1 ( 1
n
X′u(3)

) p−→ α [E (xix
′
i)]
−1E (xi) ·m3 = αm3 (1, 0K)

′
,

the last equality holding as long as we have a constant in the regressor matrix. Finally,

note that the variance in the uncentered regression eventually becomes higher than in the

centered regression (for which the variance becomes equal to the MSE, since the estimator

is asymptotically unbiased). This is due to the fact that, with non-zero-mean regressors,

the existence of skewness affects also the variance since the matrix n−1X′u(3)u(3)
′
X that

is present in the asymptotic variance-covariance matrix will not converge to the White

matrix W6.

As regards bias, when we use the proper model (i.e. centered regression), the per-

formance of the HOLS estimator is equally good as with symmetric error distributions:

the percentage average bias never exceeds 2% and it is below 1% for sample sizes n = 200

and higher. But even in the case of an uncentered regression with Asymmetric Laplace

errors, this bias metric is 3% and lower for sample sizes n = 500 and higher. Here too,

there is no systematic direction of the bias. A table with the detailed results can be found

in Appendix B.1.

We have included in the Appendix a section dedicated to the case of unconditional

heteroskedasticity (section C). As regards the mechanics of estimation, the formulas are

exactly the same as in the case of homoskedasticity. The interpretation of the sample

averages is here different, but the optimal efficiency coefficient is computed using sample

moments of the residuals and eq.(19). What is important to communicate is that under

unconditional heteroskedasticity, the sample average excess kurtosis tends to increase (sign

included) in all cases. So the HOLS estimator offers reduced efficiency gains for platykurtic

distributions, but increased efficiency gains for meso- and leptokyrtic distributions. This

means that it now offers efficiency gains even in the case of Normality. We turn now to

examine conditional heteroskedasticity.
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4.2 Conditional heteroskedasticity

Under conditional heteroskedasticity the form of the variance matrix of the HOLS esti-

mator is the one derived initially in Section 3 (eq.12) since no simplification occurs in the

White matrices. To obtain direct comparability with the OLS variance, we can make the

following transformations,

Q−1W2Q
−1 = Avar

(
β̂OLS

)
≡ V2 , Q−1W4Q

−1 ≡ V4, Q−1W6Q
−1 ≡ V6 ,

and obtain (see Appendix A.5)

Avar
(
β̂HOLS

)
= V2 − 2αH (V4 − 3V2QV2) + α2

H (V6 + 9V2QV2QV2 − 6V2QV4) .

(22)

Since the variance-covariance matrix does not simplify to a matrix proportional to the

OLS variance as in the previous cases, we will obtain the optimal efficiency factor using

the matrix trace operator. We get

α∗H =
tr {V4 − 3V2 QV2}

tr {V6 + 9V2QV2QV2 − 6V2QV4}
, (23)

and

tr
{

Avar∗
(
β̂HOLS

)}
= tr {V2} −

tr2 {V4 − 3 V2QV2}
tr {V6 + 9V2QV2QV2 − 6V2QV4}

.

This is the matrix analogue of the expression obtained in the homoskedastic case, and it

will collapse to it under homoskedasticity. This trace is smaller than tr {V2}, the trace of

the OLS asymptotic variance-covariance matrix, and again we have efficiency gains, since

comparing the trace of the variance covariance matrices (which is the squared euclidean

norm of the variance vector) is an established and intuitive way to assess relative efficiency

in the multivariate case.

4.2.1 Simulated MSE performance.

Table 4 contains the simulation results for the case of conditional heteroskedasticity.

The first four columns relate to symmetric error distributions, while the last one to a

zero-mean Asymmetric Laplace. Following partly MacKinnon (2013), the conditional

heteroskedasticity scheme is

E
(
u2i |xi

)
= γ · (x′iβ)

2
, γ = 0.1.

We note that even though the optimal efficiency parameter is computed by using

the trace-expression of equation (23), MSE is computed as in the previous simulations.
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Table 4: Sample MSE of HOLS estimator as a fraction of OLS-MSE for conditionally
heteroskedastic error distributions.

n U N Λ L AsymL

50 1.18 1.23 1.12 1.02 0.83

100 1.24 1.07 0.96 0.82 0.75

200 1.08 0.87 0.78 0.68 0.70

500 0.96 0.79 0.72 0.66 0.72

1000 0.93 0.79 0.73 0.66 0.74

2500 0.92 0.79 0.75 0.68 0.78

5000 0.91 0.81 0.76 0.72 0.81

We see that for the smallest samples the HOLS estimator performs worse in some

cases than OLS, although this is quickly reversed. As in the case with unconditional

group-wise heteroskedasticity, “on average” heteroskedasticity increases excess kurtosis

(sign included), so for example the draws from the Uniform distribution end up having

on average a small positive excess kurtosis measure. Compared with the unconditional

heteroskedasticity simulation results, HOLS performs even better for the leptokurtic dis-

tributions and sample sizes n = 200 and higher, providing variance reduction to the order

of ∼ 30%. The reason for the bad relative performance of HOLS in small samples is likely

due to estimated asymptotic optimal efficiency factor α∗H . Here, α∗H is computed using

traces of matrix expressions, not sample means of residual powers. For the asymmetric

error case, the HOLS estimator outperforms OLS throughout.

The average absolute bias stays below 1%, while no systematic direction for the bias

was detected. Detailed bias results are presented in Appendix B.2.

Conditional heteroskedasticity was the focus in Cragg (1983, 1992) as well as in

Gourieroux et al. (1996), but they used instruments and additional orthogonality condi-

tions to obtain efficiency gains. In particular, Gourieroux et al. (1996) imposed an error

symmetry condition, E (u3i |X) = 0, from which they obtained the orthogonality condi-

tion E (xiu
3
i ) = 0, that they turned into an “approximate” relation E

(
xiû

2
i,OLSui

)
= 0

(equivalent at the limit), and then implemented a two-stage IV-GMM approach using as

instrument the series xiû
2
i,OLS. The HOLS estimator does not require this error symmetry

condition to offer efficiency gains.

With this we conclude the examination of the HOLS estimator in comparison to OLS
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regarding efficiency under different skedastic and skewness assumptions. The theoretical

results and the simulation evidence suggest that the HOLS estimator should be preferred

to OLS in most of the cases encountered in applied studies.

5 The VCV matrix of the HOLS estimator, and the

estimator’s computation routine.

To proceed with inference, we need to estimate the variance-covariance matrix of the

HOLS estimator. Already for the case of homoskedasticity, we have the following incon-

sistency result (see Appendix A.6):(
1

n

n∑
i=1

û2i,HOLS

)(
n−1X′X

)−1 9 Avar∗
(
β̂HOLS

)
.

What we show in the Appendix is that the plim of the LHS has the form of the

variance of the infeasible PHLS estimator. This happens because the additional terms

that increase the variance of HOLS compared to the PHLS estimator are Op (
√
n) but also

op (n), so they disappear asymptotically when we examine sample means. We also show

that using this expression overestimates the HOLS variance when γ2 < 0 (platykurtic

error term) while when γ2 > 0 it is inconsistent in general (while simulations not detailed

here show that it tends to underestimate the HOLS variance).

Since we cannot use the HOLS residuals to estimate its variance, we use for this

purpose the consistent OLS residuals. Which expression we will use for the efficiency

parameter and the variance will depend on the skedastic situation, although the results

suggest that for sample sizes larger than n = 200 we can use the more general expressions,

eqs (22) and (23). Nevertheless this is not obligatory and if the researcher is confident

that the error term is homoskedastic for example, they can use the simpler expressions,

eqs (16) and (19).

Given this, the computation routine of the HOLS estimator is as follows:

1) Run OLS estimation on the uncentered sample. By the Frisch-Waugh-Lovell

theorem the OLS residuals are identical whether we operate on a centered or on an

uncentered sample. Obtain the residual series and its powers. If the evidence points to

a symmetric error distribution, the next estimation stage can be performed using the

uncentered sample. Otherwise, the sample should be centered for the second phase, while

we keep the OLS estimate for the constant term and its variance, as well as the estimate

for the error variance, if it is of autonomous interest.

2) Estimate the optimal α̂∗H depending on the skedastic assumption (see previous

sections).

3) Transform the dependent variable by yH = y − α̂∗H û
(3)
OLS, where y is uncentered
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or centered depending on the case.

4) Run OLS on the {X, yH} sample (centered or uncentered),

β̂HOLS = (X′X)
−1

X′ yH . (24)

5) Use the regressors and the OLS residuals in order to compute consistently the

variance of the HOLS estimator applying the relevant formulas depending on the skedastic

assumption, and proceed with statistical inference.

6 Regressor endogeneity and Instrumental Variables

estimation using HOLS

The assumptions we have made up to now regarding the statistical association between

the error term and the regressors rendered them exogenous. But regressor endogeneity

is often expected in observational studies. In its presence the HOLS estimator can still

be implemented, now as an efficiency-improvement over the IV estimator, an important

service given that the IV estimator is known for its large variance.

We will examine the case of over-identification, where we have more instruments L

than original regressors K, L > K.5 With over-identification, a widely used IV-estimator

is the two-stage least squares one (2SLS), which is also efficient under conditional ho-

moskedasticity. Let Z be the instruments matrix, that includes also any exogenous re-

gressors from the matrix X. We assume that the candidate instruments are well-behaved

and proper: the Z matrix has full column-rank and satisfies the Grenander conditions, and

the rank condition for identification holds (E(Z′X) is of full column-rank). This implies

that the (conditional) relevance condition also holds.

Let PZ = Z (Z′Z)−1 Z′ be the associated orthogonal projection matrix (symmetric

and idempotent). Let X̂ = PZX. Then

β̂2SLS =
(

X̂′X̂
)−1

X̂′y.

Define the matrices

Q̂ = plim
1

n
X̂′X̂, Qxz = plim

(
1

n

n∑
i=1

xiz
′
i

)
, Qzx = Qxz

′, Qzz = plim

(
1

n

n∑
i=1

u2i ziz
′
i

)
,

and the compact symbol Γ = Q̂−1QxzQ
−1
zz . Note that in the overidentified case, neither

Qxz nor Γ are square matrices. Using this notation, the asymptotic vector of the 2SLS

5The case of exact identification can be worked out along the same lines.
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estimator can be expressed through

(β̂2SLS − β)− Γ

(
1

n
Z′u

)
→p 0 =⇒

√
n
(
β̂2SLS − β

)
− Γ

(
1√
n

Z′u

)
→p 0. (25)

Its asymptotic variance in the general case, where the error term is not necessarily

homoskedastic, can be written as

Avar
(
β̂2SLS

)
= Γ

[
plim

(
1

n

n∑
i=1

u2i ziz
′
i

)]
Γ′ ≡ VIV

2 .

6.1 The PHLS estimator with instrumental variables

We define the infeasible PHLS estimator for the IV case as

β̂IVP = β̂2SLS − α∗IVP

(
X̂′X̂

)−1
X̂′u(3).

Note that X̂′u(3) = X′Z (Z′Z)−1 Z′u(3) and so the assumptions of the model are now

to be made as regards Z, and its statistical relation with the error term.

Specifically, the IV-maintained model requires the following IV-White matrices:

WIV
2 ≡ plim

(
1

n

n∑
i=1

u2i ziz
′
i

)
, WIV

4 ≡ plim

(
1

n

n∑
i=1

u4i ziz
′
i

)
, WIV

6 ≡ plim

(
1

n

n∑
i=1

u6i ziz
′
i

)
,

but also,

WZX
2 ≡ plim

(
1

n

n∑
i=1

u2i zix
′
i

)
, WXZ

2 = WZX
2

′
.

As before, we assume that these matrices exist and are finite. Further, assumptions

A1, A2 and A3 are now expressed in relation to the Instruments matrix:

IV-A1: E(ziui) = 0, E(u(3) | Z) = 0.

IV-A2: E(u | Z) = 0, E(u(3) | Z) = 0.

IV-A3: E(Z | u) = 0.

Assumption IV-A3 is to be used when the error term is assumed to follow a skewed

distribution.

Given these modifications, Theorems 1 and 2 will hold for the IV-PHLS estimator,

which is unbiased, consistent and asymptotically Normal, for all skedastic and skewness

cases. Using the compact notation we have

√
n
(
β̂IVP − β

)
−
[√

n
(
β̂2SLS − β

)
− α∗IVPΓ

(
1√
n

Z′u(3)
)]
−→p 0.
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By direct calculation of the variances and the covariance involved (see Appendix

A.7), the asymptotic variance of the estimator is

Avar
(
β̂IVP

)
= Γ

[
WIV

2 − 2α∗IVPWIV
4 + (α∗IVP)2WIV

6

]
Γ′.

Moreover, the asymptotic vector for the general approximation to this infeasible

estimator, for the IV case and for any consistent estimator b, satisfies

√
n
(
β̂(b)− β

)
IV
−
[√

n
(
β̂IVP − β

)
+ 3α∗bΓWZX

2

(√
n (b− β)

) ]
→p 0. (26)

This approximation is consistent under the same assumptions that hold for the IV-

PHLS estimator. As before, these results set the stage for obtaining a feasible estimator

with all the desirable properties.

6.2 The IV-HOLS estimator

The IV-HOLS estimator is defined as

β̂IVH = β̂2SLS − α̂∗IVH

(
X̂′X̂

)−1
X̂′û

(3)
IV , ûIV = y − Xβ̂2SLS.

Its implementation routine follows the steps described in Section 5. Theorem 3 will

hold for this estimator, with the modified assumptions and the IV-White matrices: it is

a biased, consistent and asymptotically Normal estimator. It approximates the infeasible

estimator by using 2SLS.

To obtain the asymptotic variance of IV-HOLS, we combine the definition of the

IV-PHLS estimator and of its general approximation, and we get the asymptotic vector

(for non-optimized efficiency parameter),

√
n
(
β̂IVH − β

)
−
{(
I + 3αIVHΓWZX

2

) [√
n
(
β̂2SLS − β

)]
− αIVHΓ

(
1√
n

Z′u(3)
)}
→p 0

=⇒
√
n
(
β̂IVH − β

)
−
{(
I + 3αIVHΓWZX

2

)
Γ

(
1√
n

Z′u

)
− αIVHΓ

(
1√
n

Z′u(3)
)}
→p 0.

By direct calculation, the non-optimized general expression for the asymptotic vari-

ance is

Avar
(
β̂IVH

)
= VIV

2 − 2αIVH

(
ΓWIV

4 Γ′ − 3ΓWZX
2 VIV

2

)
(27)

+ (αIVH)2
(
ΓWIV

6 Γ′ − 6ΓWZX
2 ΓWIV

4 Γ′ + 9ΓWZX
2 VIV

2 WXZ
2 Γ′

)
.
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6.2.1 Homoskedasticity and simulated MSE performance under skedastic

misspecification

When the error term is conditionally (and hence unconditionally) homoskedastic, we have

the following simplifications:

ΓWIV
j Γ′ = mjQ̂

−1, j = 2, 4, 6, VIV
2 = σ2

uQ̂
−1, ΓWZX

2 = σ2
uI.

This leads to the asymptotic variance,

Avar
(
β̂IVH

)
=
[
σ2
u − 2αIVH

(
m4 − 3σ4

u

)
+ (αIVH)2

(
m6 − 6m4σ

2
u + 9σ6

u

) ]
Q̂−1. (28)

But this has the exact same structure with the HOLS variance when regressors are

exogenous. The optimal efficiency coefficient is therefore the same as in eq. (17) and can

be computed using eq.(19) and ûIV . The same holds for the overall expression for the

optimized variance, i.e. it is eq.(18) with Q̂−1 in place of Q−1.

It follows that we expect analogous proportional efficiency gains as with those shown

in Table 2. But we will run again a Monte Carlo experiment here, to assess also another

issue: what happens if the error term is homoskedastic and we assume that it is condi-

tionally heteroskedastic? This is useful because it will tell us whether we have to first

test for heteroskedasticity and compute the optimal αIVH accordingly, or whether we can

safely use the general expression in all cases, which is

α∗IVH

∣∣∣
CHet

=
tr{ΓWIV

4 Γ′ − 3ΓWZX
2 VIV

2 }
tr{ΓWIV

6 Γ′ − 6ΓWZX
2 ΓWIV

4 Γ′ + 9ΓWZX
2 VIV

2 WXZ
2 Γ′}

. (29)

Both expressions for the efficiency parameter will be calculated using the consistent

residuals ûIV = y −Xβ̂2SLS. Table 5 has the results. For each distributional assumption,

the first column shows the results when the efficiency parameter is computed based on

the correct skedastic situation (homoskedasticity), while the second column shows the

results when we use eq.(29), i.e when we wrongly assume conditional heteroskedastic-

ity. We present results for the same four symmetric error distributions with uncentered

regressions, and for one asymmetric with a centered regression. The uncentered data

generating process is a regression with a constant and an endogenous regressor, with two

valid instruments (plus the constant term). See Appendix B.3 for details.
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Table 5: Sample MSE of the IV-HOLS estimator as a fraction of 2SLS-MSE.

U N Λ L Asym L

n Homsk CHet Homsk CHet Homsk CHet Homsk CHet Homsk CHet

50 2547.05 0.51 41.61 1.02 1.93 0.99 9.77 0.90 1.47 0.94

100 4.04 0.42 1.55 1.02 0.96 0.99 0.82 0.88 0.78 0.99

200 0.48 0.36 1.01 1.01 0.94 0.97 0.82 0.86 0.78 0.96

500 0.35 0.32 1.00 1.00 0.94 0.95 0.83 0.85 0.78 0.91

1000 0.34 0.32 1.00 1.00 0.94 0.95 0.85 0.86 0.79 0.86

2500 0.31 0.31 1.00 1.00 0.94 0.95 0.84 0.84 0.81 0.85

5000 0.31 0.31 1.00 1.00 0.94 0.94 0.84 0.85 0.82 0.83

Results are largely comparable to those obtained with exogenous regressors (Ta-

ble 2, and last column of Table 3 for Asymmetric Laplace), except for small samples

(n = 50, 100). Here, the interesting result is that the IV-HOLS estimator computed with

the theoretically correct expression (related to homoskedasticity), performs spectacularly

badly (the upper left number in the table is not a mistake, the MSE is indeed some thou-

sand times higher). On the other hand, when we compute α̂∗IVH using the matrix-trace

expression, the problem disappears. For mid-sized samples, we observe that for distribu-

tions with non-positive excess kurtosis, the results from the misspecified α̂∗IVH are slightly

better, while the correctly specified α̂∗IVH performs better the higher the excess kurtosis.

But for large samples, the results are the same.

As regards bias (the detailed tables are in the Appendix B.3), in most cases it stays

below 1%, except for small samples with the Asymmetric Laplace distribution, where

it goes up to 3%, when we use the matrix trace expression for α̂∗IVH. The above provide

tentative support for the use of the matrix-trace expression for the efficiency factor in most

cases, in combination perhaps with sample size and an estimate for the excess kurtosis,

while a formal heteroskedasticity test does not appear to be needed.

Based on the above theoretical and simulation results, as well as the results from

Section 4 and Appendix-section C, we anticipate analogous behavior of the IV-HOLS

estimator under unconditional and conditional heteroskedasticity in the presence of en-

dogeneity, and, in order to contain the length of this study, we conclude it here.
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7 Conclusions and directions for further research

In this work we have presented a new method to construct least squares estimators,

augmenting the objective function that such estimators minimize by a component that

represents comprehensively the uncertainty surrounding the estimation task, allowing for

but not imposing heteroskedasticity of the error term. The resulting feasible estimator,

which we have called HOLS, takes into account the possibility of a heteroskedastic error

term already in the coefficient estimation stage, and not only for the calculation of its

variance-covariance matrix. The estimator is easily implemented in two stages and it is

based on OLS residuals or on consistent IV residuals in models with regressor endogene-

ity. The HOLS estimator is consistent and, in terms of finite-sample MSE and asymptotic

efficiency, it outperforms both OLS and 2SLS under conditional and unconditional het-

eroskedasticity, but also under homoskedasticity, both asymptotically but also in finite

samples, in almost all cases.

This being a new endeavor, obviously a lot of work remains to be done: perhaps first

in order would be an extended simulation study around the estimation of the variance-

covariance matrix of the HOLS estimator and its behavior in tests of statistical signif-

icance. Also, the adjustments examined in the literature as regards the improved esti-

mation in finite samples of White’s heteroskedasticity-robust variance-covariance matrix

could and should be examined for the case of the HOLS estimator. Comparing its perfor-

mance against other core estimators of econometrics, like GMM and maximum likelihood,

is also part of the work that needs to be done in order to understand this estimator in

more depth. Treating the case of clustered standard errors (the modern incarnation of

the traditional “group-wise heteroskedasticity”) is also an interesting topic. It would also

be useful to compare the HOLS estimator against the newer approaches of Romano and

Wolf (2017), Chaudhuri (2019), and Spady and Stouli (2019). HOLS outperforms them

all in the case of homoskedasticity, but this won’t necessarily be the case when we have

conditional heteroskedasticity. But our work in this first presentation of HOLS/IV-HOLS

indicates that its negligible bias, its consistency, its efficiency gains in finite samples and

asymptotically, under heteroskedasticity and under homoskedasticity, as well as its very

simple implementation, make it a serious contender for becoming an all-purpose estimator

in applied studies.
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